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Introduction 

Even if an average citizen may not be able to provide a comprehensive definition of 

artificial intelligence (AI), or understand its technicalities, the reality is that AI has permeated our 

society. Most individuals interact with AI every day, even if they don’t realize that they are. 

Home assistants (such as Google Home, Amazon’s Alexa, Siri, etc.), facial recognition (for 

social media or personal photos, but also in society in security systems), voice-to-text software, 

email spam filters, recommended products and services online, and online customer support 

through chatbots are all everyday applications of AI. And emerging AI that the general public will 

likely engage with soon, such as Tesla’s self-driving cars (Dow, 2019) or Starship’s robot meal 

deliveries (Hern, 2018), are currently being piloted with larger-scale rollouts projected to be near 

on the horizon. What does this mean, and why it is important? As educators, it is our duty to 

ensure that youth are supported with understanding and thinking critically about the world 

around them. Today’s world is an AI world. It is imperative that K-12 teachers are prepared to 

address the questions that arise in classrooms, regardless of grade or subject being taught, and 

find ways to engage students in critical thought and discussion around AI. This paper will first 

establish the importance of AI integration into K-12 classrooms, provide context to understand 

the history and evolution of AI over time, look both to how we can create space to discuss 

current-state AI as well as future needs for the field, and then introduce tangible ways in which 

educators can begin to think about making curriculum connections for interdisciplinary 

classroom exploration of AI, in particular with a mind to biology and society. At its roots, AI is 

connected to biology in that it is humans attempting to replicate human intelligence or the brain 

and its abilities (i.e., neuroscience) outside of ourselves; AI can also be intrinsically connected 

to life sciences in explorations of development over time, genetics, and (bio)diversity. However, 

like all disciplines, biology is embedded in a societal context that also must be considered with 
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AI. When we teach AI, what ethical considerations must be brought up - and how do those 

connect to current societal norms and values, policies (e.g., privacy), and research priorities? 

This societal context is also helpful to consider in exploring how AI has gotten to where it is 

today, and where it is going. My own particular interest in AI is in part due to this societal 

context, with Canadians being at the forefront of AI development. Two of the three 2018 

recipients of the Turing Award were Canadian researchers who have advanced the field of AI, 

specifically in deep neural networks - Geoffrey Hinton and Yoshua Bengio. A senior computer 

scientist recently mentioned that Canadian society (compared to American) is far more 

open-minded and willing to experiment with AI, which has perhaps created this environment in 

which development can occur. In this way, AI can not be separated from society, nor from the 

biology that informs it (or vice versa). 

Why AI in K-12 Classrooms? 

Currently, AI is not a standard component of K-12 learning outcomes anywhere in North 

America. While the United States has developed a K-12 Computer Science Framework (K-12 

Computer Science Framework Steering Committee, 2016), there is not yet a comparable 

document for Canada, nor does this document adequately address the technical or ethical 

implications of AI. As a discipline, AI learning provides students an opportunity to foster 

competencies (sometimes also referred to as 21st century skills) such as critical thinking, 

problem solving, creativity, communication, and innovation; it also builds important digital skills 

including digital citizenship and online privacy and security. Some of the branches and 

applications of AI are illustrated below (source: Kumar, 2018): 
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Depending on student grade and comprehension, and with the hopes of moving 

students from consumers of technology to producers of creative and innovative tech, it may not 

be feasible to introduce all types and applications of AI from a young age. However, elementary 

students can grasp the concepts of speech to text (and vice versa), image recognition (even 

using a program such as Google’s Quick Draw), and question answering (with assistants such 

as Siri). As students progress, machine learning principles can start to be introduced, where the 

fundamental understanding of algorithms that, with experience, begin to show greater 

refinement (i.e., learning) with reaching a target. In our technology-embedded world, the reality 

is that addressing such current technology with AI is imperative; however, it is important for us 

also to acknowledge that AI is not just “new” technology but truly has roots that go back much 

farther.  

At the heart of AI (which can be traced back hundreds of years, if not more) - is a 

philosophical desire for us to understand what it means to be human, and what is at the heart of 

human intelligence. Artificial intelligence is defined as the field of study in which computers or 

machines imitate human intelligence; and yet, what does this mean when AI surpasses human 

ability? How does society address ethical dilemmas in which we want increasingly accurate and 

high-performing AI, and yet that may mean that humans become replaced or irrelevant when 

compared to these machines? These are the sorts of questions that we need to contemplate, 

particularly starting from a young age (i.e., the K-12 classroom), so that as we prepare youth to 

become not just consumers of technology but also producers, that they have a full appreciation 

for the foundations of this field as well as future implications. 

As part of this conversation with youth, it is also important to consider why it is important 

that we (as a society) identify people and have data on them - i.e., what does it say about our 

society and culture that we “need” AI? Usage of things like facial recognition varies across 

countries, but on a global scale, we are leaning into AI technology. One example of this is 

China’s usage of facial recognition software in a widespread manner - moving from applications 

such as security at the Beijing 2008 Olympics to racial profiling with potential to exert excessive 

control over citizens (The Daily, 2019). When other countries look to China as an example of 

effective AI implementation, we need to ask ourselves (and encourage students to think about) 

what role this technology plays in our lives, and how it might be used or abused. As we become 

more invested in creating better, more diverse datasets that result in more accurate 

identification of individuals, it is perhaps obvious that we would want to decrease error rate in AI 

- but what are the underlying drivers of needing this technology in the first place? This gets into 
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an ethical argument around facial recognition and how society addresses the integration of AI 

into our lives. There are many concerns about who is accessing data about us (including 

cameras, which could feed into datasets that ultimately inform AI in facial recognition), and why 

they need to do so. Perhaps to address this it is useful to think about a world without accurate 

AI, or without AI at all. Looking back on the evolution of AI over time can shed light on both what 

has been developed in AI, but also why - i.e., what humans’ fascination with intelligence, and 

artificial intelligence, has stemmed from and foster students’ curiosity in addressing when and 

how they might leverage AI or not.  

Origins and “evolution” of AI   1

When prominent technology-focused individuals, such as Elon Musk, Stephen Hawking, 

and AI scientists in academia, are raising concerns about AI (Piper, 2018), it is easy to assume 

that the concerns are because this is rapidly-evolving recent technology. However, when we 

look at a timeline of AI, we can see that societal fears and concerns about AI as it mimics 

human intelligence are not new and date back hundreds of years; while both the fascination and 

concerns remain constant, exponential development in the technology and our scientific 

capacity has meant that research and understanding of implications is lagging.  

Understandings of AI date back as far as greek mythology, when “automatons” such as 

Talus were embedded into stories. Societal fascination with AI (described as machines, artificial 

men, or robots) and how to mimic intelligence outside of the human brain is something that 

dates back centuries. In the early 1600’s the philosopher and scientist René Descartes explored 

artificial intelligence, proposing that animals (as part of nature) were only a “series of unthinking 

mechanical responses” (Kak, 2006). Descartes made a clear distinction between animals and 

humans, believing that only humans are capable of thought. Descartes believed that machines 

could respond reflexively, like animals, but without the intelligent thought of humans. The 

distinction of machines being different from humans in that they (seemingly) did not 

meaningfully use language or have general reasoning abilities underlies Descartes’ philosophy 

on artificial intelligence, and also laid groundwork for future understanding of the brain (both 

human, as well as other species) and artificial intelligence.  

1 A timeline or evolution of AI was created in Session 3’s instalment, inspired by the timeline of ideas of 
nature and how societal context informed both ideas of nature as well as how humans and infrastructure/ 
machinery and technology evolved as interconnected elements. Session 5’s exploration of Darwin and 
natural selection, and how evolution has been attempted to be applied to AI, is also embedded in this 
section. 
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Later, in Samuel Butler’s 1863 article “Darwin among the machines” (Butler, 1923), 

Butler believed that machines (AI) would one day become conscious beings and superior to 

humans; it could be inferred through this dynamic that Butler was projecting something akin to 

interspecies competition between AI and humans (where perhaps “resources” becomes power 

or control over said resources). It is this type of argument that is at the crux of many current 

concerns about AI - how does society respond when AI capabilities surpass that of humans? 

This theme is something later addressed (see: Curriculum connections); encouraging youth to 

think critically about the cycle of humans creating AI that may ultimately be “smarter” than the 

humans that built that AI is an important challenge.  

Learning is a concept that is familiar to students and teachers alike, and so when 

machine learning is presented within the K-12 context it can be easy to apply human-like 

qualities to that “learning”. Indeed, many have anthropomorphized AI (which is also easy to do 

when many modern AI creations - robots - are created in human-like form). However, machine 

learning does not “evolve” in the same way that living things have experienced evolution over 

time, and an important distinction when bringing machine learning into student learning is to 

differentiate between biological evolution and neuroevolution for AI. Machine learning is part of 

the current modern era of AI, which is defined as the 1950’s onward and represents a time 

period of rapid growth and development in AI. Neuroevolution uses much of the same 

terminology of biological evolution (e.g., learning, evolution); computer scientists continue to 

apply Darwinian theory to AI (Gershgorn, 2017). Neuroevolution can be closer or further from a 

biological evolution model depending on how involved the humans creating the algorithms get. 

For example, Gershgorn talks about how OpenAI “only let randomized mutations in every 

generation govern how the networks improved or failed, meaning improvement was only 

created through random evolution.” This is in contrast to humans manually selecting for the 

algorithms demonstrating superior performance. Gershgorn’s attempts to use analogy and/or 

metaphor to compare natural selection to machine learning only highlight the differences 

between the two. Although the overall outcome of neuroevolution and biological evolution may 

be the same (i.e., desired qualities or performance survive and a population or product that is 

better equipped to face whatever challenges they are confronted with is created), the process is 

markedly different. Natural selection depends on biological interaction, mating and survival that 

connects to external environmental factors; machine learning and AI is established by computer 

scientists that establish parameters for performance and can make decisions about that 

performance (whether it be with a mind to accuracy, ethics, or other evaluating factors).  
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It is this quest for a more “perfect” (i.e., accurate) AI that drives much of the current 

conversation around the field. How can we (data scientists) create algorithms that pull the data 

that we want and need, and provide us with answers that are just - meaning that they have been 

properly weighed and considered, and the best possible answer (true and accurate, or fair and 

just) is arrived at? How do we ensure that as machines continue to learn, that they are moving 

in a desired direction and creating increasingly comprehensive, accurate networks? It is these 

sorts of questions that bring us to current and future considerations in AI. 

Current & future considerations: diversity & stereotypes in AI   2

AI as youth and their teachers currently engage with it is most likely on that societal level 

for the general public, as described in the introduction - predictive text, online shopping 

recommendations, virtual assistants, and so forth. We count on these tools and applications to 

be accurate though - many of us joke about the autocorrect errors we encounter on a regular 

basis (although it should be noted that humans have a role to play in refining and correcting 

such errors, too). Such errors are in the technology itself, and so it is important that AI be 

efficient and accurate. And particularly when we use AI in applications such as law enforcement 

or health care, the stakes become even higher if the technology is not accurate. Of course, 

human error exists - so without AI, we would be facing errors as well. Yet there seems to be an 

inherent belief that technology should never be flawed. 

One issue that plagues AI is whether it is sexist. Accusations that AI development has 

traditionally been sexist are in part because these artificial, digitized assistants have been 

created as “female”. These virtual assistants performing “service” operations (a female gender 

stereotype) are given female identities, such as Siri, Alexa, and Cortana. Further, other 

gendered issues plague the AI industry, including the underrepresentation of women in AI 

development, consistently across all major AI-generating corporations (Simonite, 2018; Todd, 

2015). Coupled with algorithms that pull from biased data sets that hold men more favourably 

(Bano, 2018), the lack of diversity or equal representation makes achieving gender equality that 

much more difficult - something that Martin (1991) lamented in terms of the language and 

presentation of men and women’s respective reproductive cells. Martin wrote of how sperm and 

2 Considerations have been inspired by instalments from Session 4 (origin stories and how AI came to be 
- in particular focusing on the gender biases and stereotypes that have been a part of AI’s evolution over 
time), and Session 9 (IQ test scores and intelligence; connecting race to AI). Both sessions provide an 
important investigation into diversity and inclusion in AI as a field. 
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egg are attached gender-stereotypical roles; similarly, many AI developments within the last 

century in particular are reinforcing gender stereotypes (Nickelsburg, 2016).  

This new phase in the story arc of AI, that of a more inclusive AI that begins to move 

away from these gender stereotypes, is beginning now with the recent development of a 

gender-neutral identity (MacLellan, 2019). Current society is such that we are becoming 

increasingly aware both of the pervasive sexism that exists in the world, as well as the need to 

create more inclusive spaces throughout society that acknowledge the spectrum (instead of the 

binary) of gender. This new AI was created by incorporating data from male, female, 

transgender, and gender-fluid individuals. This is an important step in the “lifespan” of AI - 

signifying a move towards technology that all individuals can see themselves in. MacLellan’s 

article also points out that as AI technology becomes more pervasive in society, if we were to 

continue with AI assistants exclusively being female (as in the Siri-Alexa-Cortana realm), we 

could one day find ourselves in a strangely backwards future society. Ironically, just as modern 

AI was being “born” in the 1950’s, we were in a society where women were often repressed and 

limited in their career choices, often in administrative helper roles to men - and a future in which 

AI is all female may mimic this 1950’s world, with a society of female robots to cater to human 

needs. 

Another potential concern with AI is when aggregate data pulled from less-diverse 

datasets results in “racist AI”. One such case study is regarding Amazon’s Rekognition facial 

recognition software, which was first identified last year (Greene, 2018; Snow, 2018). The 

software works by cataloguing data (e.g., human faces) - a massive database from which the AI 

can pull information. However, when the database contains skewed data (i.e., disproportionately 

more of one group than another), then the results or output will also be biased. Concerns were 

raised when Rekognition could be used by law enforcement. There is disproportionate arrests 

and incarceration of black men compared to white men; this does not mean that black men are 

more likely to be criminals, but does mean that they are more likely to be arrested compared to 

white men. However, data might suggest the former; this is similar to the conclusions of Jensen, 

arguing that race was connected to IQ rather than perceiving other external factors that may 

also be influencing the situation, such as the educational opportunities, resources, and financial 

circumstances of racial groups in comparison to each other (i.e., black American youths versus 

whites had IQ differences explained by Jensen as attributed (misattributed) to race, rather than 

the actual disparities in educational opportunity available). In the case of Rekognition, when 

error-tolerance was set to 80%, 28 of 435 (or 6.4%) members of congress were incorrectly 
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identified as criminals based on the AI software, and it was also disproportionately skewed 

towards people of colour.  

We (Western society) value facial recognition (also known as biometric AI) for everything 

from unlocking our iPhones to Snapchat filters. However, the applications where facial 

recognition becomes useful for identifying potential criminals, preventing voter fraud, and other 

security issues is where it is important that AI be as accurate as possible. False positives can 

lead to wrongful charges, and perhaps even perpetuate ingrained racial biases in society that 

exist without AI.  

As we move forward with advances in AI, it will be important to address these types of 

sexist, racist, or otherwise stereotypical results that come about due to data that may be 

disproportionately representing one demographic over another, or reinforcing societal 

stereotypes. There are many calls to engage more girls and women and underrepresented 

minorities in AI (and technology, generally) - by beginning to grow interest and understanding at 

a young age through education, the probability that we create a more diverse workforce in 

substantially increased. However, just because society develops increasingly accurate or less 

biased results from AI does not remove humans from the equation of AI ethics and implications. 

AI is valuable to our world for efficiency (freeing up manual searches) as well as for supporting 

safety in an increasingly populated world with global movement, but there is a role for humans 

as well, and this is where meaningful connections can be made starting with classroom 

curricula. The conversations that we have with students about first recognizing where bias and 

discrimination may be occuring, followed by how we (both within their school context, but also 

society at large) can start to create meaningful change, need to be coupled with critical thought 

about AI. Is the AI we are using and creating perpetuating negative bias? What might inaccurate 

AI outputs result in (in terms of decisions) - and how were those inaccurate outputs even arrived 

at? Whose responsibility is it when biased inputs to AI or outputs of AI occur - and how do we 

begin to address those? These are the sorts of critical questions that need to be tackled, both in 

AI industry but also for students to start thinking about early and often, so that they might be 

better prepared for facing these challenges after graduation. 
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Curriculum connections for AI   3

Teachers are ultimately responsible for addressing the learning outcomes of the 

curricula they are responsible for, and as such, until AI is formally embedded in curricula as part 

of these outcomes, there is little incentive for K-12 educators to begin addressing AI in their 

teaching practice. These teachers need to be supported not just with identifying tangible 

connections between AI and the programs of study they are already currently teaching, but also 

with the background knowledge and confidence to teach AI to students. For future explorations, 

professional development appropriate for K-12 teachers in AI is something to be investigated. 

The curriculum connections for AI span multiple subjects and grades. For example, 

science - specifically biology - involves exploration of the brain and its functions, and this 

neuroscience investigation can lead into a discussion of intelligence and how intelligence 

presents (and varies) among species. How can the intelligence of AI be compared to that of 

humans? How do AI’s neural networks compare to the neurons of the human brain? How does 

machine learning compare and contrast to the development and pruning of neural connections 

that occur as humans grow, develop, and learn? As students learn about natural selection and 

evolution, they can also come back to neuroevolution and learn how Darwin’s “survival of the 

fittest” model has been sometimes applied to AI - but think critically about what components of 

species natural selection are missing in technology, such as mating and cross-breeding. The 

earlier analysis of natural selection and AI (in the Origin and evolution of AI section) begins to 

break down the comparison between these two areas; encouraging students to think critically 

about things like what natural “survival” might look like compared to algorithm performance over 

time may foster deeper thought about this metaphor. 

Mathematical connections in AI are rich. Both in the usage as well as creation of AI, 

essential mathematical thinking skills (such as computational thinking, sequencing, and logic) 

are required. For example, the Turing Test, proposed by Alan Turing (1950) proposed a process 

through which one could determine whether a respondent was human or machine. The 

3 Curriculum connections have been particularly inspired by Session 5 (on Darwin and how natural 
selection and/or evolution may or may not be a suitable metaphor for AI; something to which it is 
sometimes compared), Session 6 (disease causation - re. Beriberi, in this case using the THINK critical 
thinking progression as applied to AI), and Session 8 (correlation versus causation, brought from the case 
study of pellagra to this AI investigation). The theoretical exploration of humans’ curiosity with replicating 
human intelligence outside of ourselves through machines (AI) transcends all session instalments, but 
first was introduced in Session 3-4 (ideas of nature and an evolving timeline of AI, and origin stories and 
how AI came to be). 
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sequential series of questions are an important mathematical skill for students to consider - and 

perhaps even create their own similar model based on Turing. Algorithm creation, which is at 

the heart of AI, also requires this type of computational thinking (solving a problem both 

forwards from the first step, and backwards, particularly when trying to detect where errors may 

have occurred). Another mathematical connection is in the concept of correlation versus 

causation. Last year, research (Parida et al., 2018) was first published on a Multivariate Additive 

Noise Model (MANM), which leverages AI to create a model for general causality, identifying 

multiple causal connections (i.e., more than two - which was the previous, human limitation) 

without time-sequence data. This means that more complex global concerns can be analyzed - 

as examples, the researchers talk about implication for public health and disease, environment 

and economics, and more (University of Johannesburg YouTube, 2018) - helping to diminish 

societal superstition or fallacies in correlation and causation. The MANM, when compared to 

other models, provides better causal analysis because it can move beyond the bivariate 

(two-factor) causal model to multiple factors. Further, a Causal Influence Factor (CIF) provides a 

score to each direction within the multivariate system for the quality of the causal inference. This 

CIF should help us to interpret among multiple factors which are the stronger connections 

versus weaker influences on the outcome. This type of model, as well as the styles of casual 

explanation as presented in this course, is something that can be incorporated into discussions 

of correlation versus causation and how technology can be leveraged to better understand 

influencing factors - as an extension, particularly at the high school level, it might be interesting 

to have students begin to design their own styles of causal explanation or present various case 

studies where multiple factors may be influencing an outcome.  

 

Building a forum for youth in AI  4

Integrating AI into classroom instruction will not be a reality across all subjects and 

grades, nor every district and state. This paper has presented several ways in which teachers 

can begin to explore foundational concepts that are both indirectly and directly related to AI, but 

this is not the only way that youth voice can be involved in the AI conversation. One key area for 

4 Forum creation draws on the experience of Session 10, in which mock forums were created connected 
to advances in genetic screening. The ideas of creating a forum for AI that would bring multiple voices, 
constituencies, or ethical positions around AI (versus gene-based medicine) were embedded into this 
concept. 
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investigation is AI ethics, which is not specifically linked to any particular grade or subject, but 

has rich opportunities for critical thinking, problem solving, and debate. 

Many AI ethics forums have been established for adult audiences, typically focused on 

one or two disciplines to dive deeply into AI. However, one model for youth engagement is a 

proposed youth AI ethics forum. This would be modeled after the AI4People format, which is a 

collaborative multidisciplinary endeavour inviting “independent experts, researchers, decision 

makers and industry and civil society delegates” (Atomium European Institute for Science, 

Media, and Democracy, 2018). Like AI4People, the youth forum would also be a multi-year 

engagement of diverse voices representing various disciplines, with the goal of creating a 

common understanding or vision for an ethical AI takes the society. The AI Youth Forum would 

take the concerns of AI4People and bring it into the context of youth and education, with the 

potential to result in recommendations for formal curricula that could inform how young people 

today learn about AI ethics. Further, the AI Youth Forum would be a hybrid forum that bridges 

both the digital and face-to-face realms of engagement. During in-person forum time, sessions 

could be live-streamed with the ability for people to ask questions via email or social media; this 

can also be a valuable chance for classrooms to participate as a collective even when they are 

not physically present. Then, in between those face-to-face meetings, an online discussion with 

key moderators could facilitate sharing of evolving ideas, particularly via hashtag use on social 

media. The addition of a hybrid delivery model acknowledges the digital reality of students 

today, and also increases the reach of forum dialogue to be truly global, and also not 

exclusionary based on finances or other logistic difficulties with attending a central location.  

Engaging youth in meaningful dialogue, with the potential to create societal change, can 

be a daunting task if students have not been provided such a space in the context of their K-12 

classrooms. Building on models such as those offered by Student Pugwash (Student Pugwash 

USA, n.d.) offers guiding principles for conversation including creating inclusive space that 

welcomes diversity and invites idea exchange, and connects STEM-based conversation to 

policy, society and enterprise. The youth forum can also benefit from the “consensus 

conference” style introduced in Denmark (The Loka Institute, 2013). The consensus conference 

has four key elements: 1) panelists are from the general public with an indirect interest in the 

topic(s), 2) the process is informed, deliberative, and participatory, 3) a report is created, built 

from consensus, and 4) this report should be made public and disseminated. Such principles 

provide action-driven focus for a potential youth forum, and invite their voices in as the 

“everyday folks” referred to by The Loka Institute - their indirect stake in AI development, as 
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future users and consumers of the technology who will be living in a world impacted by this 

development, is clear. It is also important in developing future programs focused on the K-12 

demographic to address AI to acknowledge current efforts to reach this group. One such 

initiative is AI4Youth Canada (AI4Youth Canada, n.d.), which is a grassroots initiative to connect 

high school students with industry professionals and researchers to explore AI through a 

national conference, advocacy program (promoting the inclusion of AI curriculum in K-12 

classrooms), and youth events to explore AI. AI4Youth Canada is a student-led initiative with 

obvious content connections to this proposed forum; the forum would aim to elevate the 

conversation for things such as the consensus-driven report and greater impact on societal 

decisions regarding AI development. 

The ultimate goals of an AI ethics forum for youth such as this would be: to create a 

common language and work towards a shared understanding of what an ethical AI society 

should be (as in AI4People), to take this understanding into the realm of education and make 

recommendations for a scope and sequence to integrate AI ethics into classroom curricula, and 

to support everyone (but especially young people) in understanding the diverse perspectives of 

AI ethics. Disseminating findings via both white papers and academic publications might help to 

inform public with layperson language, while also carrying the weight to potentially influence 

future policy and/or industry decision-making.  

Conclusions 

While AI has a long history, the recent modern era of AI (defined as the 1950’s onwards) 

has been a rapid period of technology advancement and change. Education has not kept pace 

with industry advances in AI, and as such, AI is not adequately represented in K-12 classrooms. 

Teachers are not equipped with the knowledge and resources necessary to begin to teach AI, 

and students are not learning the foundations of AI in the world around them - yet all of us are 

constantly interacting with this technology. By taking time to understand the history and origins 

of AI, ethical implications and future considerations, and consider curriculum connections, we 

are far better positioned to begin the conversation around what AI in K-12 education could look 

like. While technical education around how to create algorithms and use programming language 

can take place within computer science classes, there are rich opportunities for learning across 

grades and subjects when we look at how AI exists within our society in general. In order to 

begin meaningfully incorporating AI into education, educators must first be supported with 
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knowledge and training to do so. If curriculum is not adjusted (which would require policy 

change) to integrate learning outcomes connected to AI, teachers will need to be supported in 

making connections to their programs of study that might bring in AI as case studies or as 

applications of content being studied. Resources and tools are currently being developed by 

industry (such as Google and Microsoft), and both educational non-profit organizations and 

for-profit groups are working to build appropriate content to support teachers (one example is a 

recent $500k grant from Google to build high school AI curriculum, see Shekar, 2019). 

However, such change will take time for implementation, and coupled with such programs will 

need to be ample support networks for educators to be successful with introducing emerging 

technology. Our challenge moving forward will be to foster those student competencies so that 

they are moved along the continuum from consumers of AI, perhaps not even aware of their 

consumption, to future producers of inclusive, innovative technology.  
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